You Can’t Always Get What You Want: Using “Broken Lotteries” to Check the Validity of Charter School Evaluations using Matching Designs

Leesa M. Foreman, Kaitlin P. Anderson, Gary W. Ritter, Patrick J. Wolf

July 2017

EDRE Working Paper 2017-15
You Can’t Always Get What You Want: Using “Broken Lotteries” to Check the Validity of Charter School Evaluations using Matching Designs

Abstract

We consider situations in which public charter school lotteries are neither universally conducted nor consistently documented. Such lotteries produce “broken” Randomized Control Trials, but provide opportunities to assess the internal validity of quasi-experimental research designs. Here, we present the results of a statewide charter school evaluation using a broad-based student matching evaluation design, and run two additional analyses using the charter application waitlists as robustness checks. Our additional models, which address concerns of self-selection by using only charter applicants as matched comparison students, yield similar effect estimates and thus provide support for the use of matching designs in charter school evaluations.

Keywords: school choice; charter schools; research methods; student matching

In the field of school choice broadly and charter schools in particular, the existence of oversubscribed schools or programs that perform lotteries as a means of student selection provide a great opportunity for studying school effectiveness. School admission lotteries can provide the foundation for randomized experiments because winners are chosen at random from a group of applicants, each of whom were motivated to seek out a charter school. Because the randomized selection process reduces the likelihood of systematic observable or unobservable differences between those who receive the charter school assignment and those who do not, we are able to estimate charter school effects by comparing the outcomes for both groups of students.

Such experimental approaches have been lauded for their strong internal validity, as they generate unbiased causal estimates of programmatic effects (e.g. Mosteller & Boruch, 2002; Tufte 2006). However, such experiments have also been properly criticized for their limited external validity, due to the potential lack of generalizability of those causal estimates to the entire sample of program participants (Rossi et al., 2004; Gill et al., 2007; Betts & Hill, 2010). With experimental charter evaluations, for example, we are likely to obtain unbiased estimates of the impact of higher-quality charter schools on student achievement, since such schools are more likely to be over-subscribed than are lower-quality charters. However, there is likely something different about these schools, which leads them to be oversubscribed – higher achieving students, better teachers, more involved parents, different curriculum, etc. Thus, while evaluations of oversubscribed schools provide the best opportunity for randomized experiments, such studies may tell us very little about charter schools that are having trouble filling all available spaces.
In addition to the questions regarding the external validity of lottery-based charter studies, there are also potential complications with the administration of student lotteries in oversubscribed schools that undermine rigorous random assignment evaluations.

1.1 When Lotteries do not Allow Experimental Evaluations

Two specific issues connected to the implementation of the admission lotteries limit their usefulness for evaluation. First, in oversubscribed charter schools that are popular with parents and students, there may be very few “lottery seats” available in grade levels other than the entry grade. In such schools, students generally continue in the school from one year to the next, and the only open seats are found in the school’s “initial” grade. For example, in an oversubscribed K-12 charter school, the vast majority of “lottery” seats will be in kindergarten. Moreover, in schools that allow for sibling preference, many of these seats can be filled by siblings rather than by randomly selected applicants. Oversubscribed schools that serve the youngest students are particularly difficult to study because very little achievement data are gathered in the earliest school years, and there is generally no baseline information for students entering Kindergarten. Thus, perhaps the best opportunity for careful “lottery” studies exists in charter middle schools, where there is a “pipeline” grade each year in which all seats in the initial grade are open for lottery admission. For this reason, many of the best known charter school lottery studies are conducted at middle schools where the set of entering students have previously attended traditional public schools and have pre-treatment data available.

Moreover, the best opportunity to implement a randomized study with the greatest number of lottery seats available occurs in the initial year of charter school operation. However, with charter schools and most new programs, the initial years of operation involve start-up challenges
that may cause results that are not typical or representative of future results. Indeed, most relevant studies have found that the performance of new charter schools improves over time (CREDO, 2009). Therefore, achievement effects at newly established and/or oversubscribed charter schools are not likely to be representative of the effects of charters across a district or a state.

Second, careful Randomized Control Trials (RCTs) require excellent data management. That is, charter school personnel need to track carefully initial applicants, initial admits, waitlist admits, and those who declined offers of enrollment. Many charters may not have the types of data management systems required to organize such information. Additionally, some states do not require charter schools to report lottery and waitlist results, or maintain them over time. In the state we evaluate, we find charter school operators report (1) that they held a lottery, (2) the students who eventually matriculated to the school (which includes those who won the initial lottery, those who lost the initial lottery but were later admitted off the waitlist, and excludes lottery winners who failed to enroll), and (3) the students remaining on the waitlist after enrollment was finalized. Thus, their lists represent the outcome after post-lottery student sorting and not the actual randomization of the students.

1.2 Motivation for the Current Study

Due to shortcomings of both experimental and quasi-experimental designs, in this study we combine both strategies to examine the effectiveness of charter schools across a mid-sized U.S. state. Indeed, our initial plan was to use charter school enrollment and waitlist information from the 2012-13 school year to conduct a lottery-based evaluation for the State Department of Education. Toward that end, we were provided with academic and demographic data for all students in the state’s public schools (charter and traditional) for the academic years from 2011-
2012 to 2013-2014. However, we were unable to conduct a full-scale lottery-based evaluation because fewer than half of the 17 open-enrollment charter schools that we could evaluate over this time period reported a waitlist that resulted from a student admission lottery. Moreover, because schools did not engage in detailed record-keeping, we only had access to the enrolled students and 2012-13 waitlisted students at each of the oversubscribed charter schools. We did not have access to a list of lottery winners; thus, we had no information on students who were offered admission through the lottery but subsequently declined or on students who initially lost the lottery but then gained admission off the waitlist. Additionally, we were not informed if students were awarded automatic admission outside of the lottery for sibling preference or previous mid-year transfers. We inferred that lottery winners were those students who were first time enrollees in charter schools with waitlists in their grade levels in 2012-13. Finally, we also had no information on lottery losers who did not attend a public school in the state in 2012-13 because out of state, private school, or home school applicants were not reported to us.

Essentially, the waitlist data allowed us to identify some of the lottery losers and to infer (albeit imperfectly) who the lottery winners were in the relatively small number of grade levels in oversubscribed schools with meaningful admission lotteries. Clearly, we had imperfect lotteries, or a “broken RCT”\(^1\) (Barnard et al., 2003; 1998), that would not allow for an actual experimental evaluation. Nevertheless, we had waitlist information for several charter schools in the state that had large waitlists even in grades that are mostly filled with continuing students. Thus, we had experiments in which few people get the actual treatment, but the control population is large.

---

\(^1\) Barnard et al. (1998) refer to randomized experiments that suffer from missing data and noncompliance as broken randomized experiments.
Thus, our primary design would necessarily be quasi-experimental, but we could also exploit the broken lotteries as robustness checks.

1.3 Quasi-Experimental Designs – Alternatives to Lotteries

Because all charter schools are not oversubscribed, oversubscription does not always allow for experimental studies, and true experimental studies will not provide information about the universe of charter schools, we must employ other designs to examine the effectiveness of charter schools and provide important information to policymakers. Quasi-experimental design (QED) studies, such as those involving student matching and longitudinal analysis, can be conducted in schools with or without viable student admission lotteries. Admittedly, such designs are weaker than experiments in internal validity due to the possibility that specific types of students are selected to charter schools. Nevertheless, for all of the reasons described above, our primary analytic strategy in this evaluation is quasi-experimental.

Our primary quasi-experimental design employs a propensity score matching method to create a comparison group of non-charter students. These matched students are drawn from traditional public schools (TPS) within the same district they would have otherwise been assigned had they not attended the charter school, with control variables for pretreatment achievement measures.\(^2\) Of course, this TPS-Matching analysis is subject to reasonable criticism due to concerns related to selection bias (Rossi et al., 2004; Cook & Campbell, 1979); therefore, we supplement our matching design with robustness checks from our lottery waitlist to address such concerns. We use the waitlist to conduct robustness checks in two different ways - one quasi-experimental, the other observational.

\(^2\) This method is recommended by Bifulco (2012).
Specifically, because both enrolled charter students and reported waitlist students were all applicants to charter schools, it is reasonable to use the very large waitlist as a population from which to draw a second set of matched comparison students in a quasi-experimental design. We refer to this model as the Waitlist-Matching analysis. While this strategy clearly does not replicate an actual lottery, the fact that the entire sample in such a design did indeed actively apply for charter school entry addresses issues of selection bias in a way that straight matching designs cannot. As an additional robustness check, we conduct an observational regression analysis that includes all charter applicants (those enrolled and those on the waitlist), which we refer to as the Applicant (descriptive) model. This design does not limit the sample to charter school students and their particular student “matches”, but uses information from all applicants on the waitlist.

Specifically, then, in this study we address two overarching questions, one practical and one methodological:

(1) Based on quasi-experimental evaluation strategies, do we find that charter schools in this state are effective at improving student achievement?

(2) How confident should we be in our findings? Do our robustness checks, using waitlist students as the comparison population yield similar results as a “matching study” comparing charter students to similar students in traditional public schools?

This paper is organized in the following way. We first review the relevant studies of charter schools that have used both randomized control trials and matching methods. We then present details on the matching method and regression model in the Methods section. Results of our analyses are reported in the Findings section. We conclude with a discussion of the limitations, policy implications, and opportunities for future research.
2. Review of Literature - Charter School Studies

School choice as a school improvement strategy, through a variety of methods, has been seriously contemplated since the 1960s. Providing choice to families and students who otherwise are residentially assigned to traditional public schools could, in theory, create competition that spurs innovation in traditional public schools (Friedman, 1962; Bohte, 2004). One prominent form of school choice is public charter schooling, first developed in Minnesota in 1991 (NAPCS, 2016). Charter schools are distinctive public schools allowed the freedom to be more innovative while being held accountable for advancing student achievement (ibid). Charter schools are held accountable in primarily two ways: by their charter authorizer and the threat of closure, and by the families they serve. They are generally open to all children who wish to apply and do not charge tuition (NAPCS, 2016). These schools provide parents with an alternative public school option to the traditional public schools in their neighborhoods. Currently, there are more than 6,700 charter schools in 42 states and the District of Columbia (NAPCS, 2016).

To frame our findings and to provide context, we examined the relevant studies of charter schools that have used both randomized control trials and matching methods. The literature review included here is by no means exhaustive. For a more complete review of the literature on charter school research, see Betts and Tang (2014). Betts and Tang find that students in charter schools generally perform better in math than those in traditional public schools in most grades, with middle schools producing the largest gains. They find reading achievement effects of charters to be positive but not statistically significant, though this appears to be driven by a few studies with large negative effect sizes. They note that impacts in the charter sector vary considerably, in particular across geographic areas and the age of the charters, generally described as the “maturity” effect.
2.1 Charter RCT Studies

Mathematica Policy Research (MPR) conducted an evaluation of 36 charter middle schools in 15 states (Clark et al., 2011). MPR limited its evaluation to charter schools that were over-subscribed and used random lotteries to determine which students were and were not admitted. The MPR Randomized Controlled Trial (RCT) study found that, overall, the charter middle schools in the sample produced average achievement gains that were similar to those of the control group. Urban charters tended to have statistically significant positive effects on student achievement while rural charters tended to have statistically significant negative effects. Lower-income students realized more positive achievement gains from charters while higher-income students experienced more negative achievement effects.

Fortson et al. (2012) conducted an RCT which examined a sample of middle school students from 15 charter schools in six states over a two-year period. Students randomly selected to attend charter schools through the lottery had nearly identical average math and reading test scores (baseline) as did students in the control group. From a restricted subsample of treatment or control students with outcome, baseline, and pre-baseline test scores, they found charter school students had insignificant differences in average math test scores as students in the control group, but statistically significant lower reading test scores.

Hoxby et al. (2009) conducted a random assignment evaluation of New York City charter schools that included 93% of NYC charter students in grades 3-12 over an eight-year period. Ninety-four percent of the charter students included in the study were admitted through lottery. They found significantly positive effects for students who attended a charter school for all grades, kindergarten through eight, for both math and English scores. The magnitude of the effects were
large; the authors reported the math effect to by about 86 percent of the black-white achievement gap in that subject and the effect in English represented about 66 percent of that achievement gap. Students who attended fewer years improved by commensurately smaller amounts. Hoxby et al. also found that students who attended a charter high school were more likely to receive a Regents diploma and to score higher on the Regents exams than their control group counterparts.

In an RCT study done by Abdulkadiroglu et al. (2009), which included students in Boston’s middle and high schools in grades 6-12 over a seven-year period, the authors found large positive effects for charter school students in reading and math at both the middle and high school levels. They found the largest effects in math at the middle school level.

These studies of oversubscribed charters generally report positive results. This is consistent with the theory that parents and students will seek out the highest quality options. In fact, this is the reason that we should exercise caution in drawing inferences on the effectiveness of all charter schools from the randomized trials alone. We should expect that the results found in these oversubscribed schools are not representative of the results found in the universe of charter schools.

2.2 Charter Matching Studies

Many studies have been conducted on charters that are not necessarily oversubscribed. The Center for Research on Educational Outcomes (CREDO) at Stanford University has performed three national evaluations of charter school performance. In all three studies, CREDO used a “Virtual Twin” Matching (VTM) method, which matches each charter school student with a composite of multiple traditional public school students that, collectively, reflect the charter student’s
observable characteristics assumed to affect achievement. This type of study serves, to some extent, as a model for the student matching method we use in our analyses.

The first of these studies examined charter school populations in 15 states and the District of Columbia with data available from 2003-04 through 2007-08 (CREDO, 2009). That evaluation concluded that 17 percent of charter schools in the sample generated achievement outcomes that were significantly higher than the outcomes for the comparison students, 37 percent of charters delivered achievement outcomes that were significantly worse, and for 46 percent of the charters there was no statistical difference between the outcomes of their students and the virtual twins. Charter performance was somewhat more positive for low-income students and at charters that had been open longer.

The second study evaluated the same states as in the 2009 report as well as 10 new states and the city of New York with data released since the 2009 report (CREDO, 2013). This follow-up study reported more favorable findings for public charter schools, concluding that charter schooling generated a very small but statistically significant benefit in reading that amounted to seven extra days of achievement growth per year. This study reported no difference between charters and traditional public schools in math. Low-income, English Language Learner (ELL), and special needs students appeared to benefit the most from charter schools in terms of achievement gains.

CREDO released a third national study focused on 41 urban areas with substantial concentrations of public charter schools (CREDO, 2015). It concluded that urban charters deliver achievement benefits in both reading and math that are statistically significant and substantially meaningful, amounting to 28 additional days of learning growth in reading and 40 days in math.
Summary

The results from these national studies of charter school effects on student test scores are remarkably similar. They all suggest that the average effect of charter schooling in general on student achievement is modest. The national studies with longitudinal components indicate that average charter effects tend to be somewhat negative in the earlier years of charter schooling but is now somewhat positive. The studies all provide evidence that urban charters, especially with disadvantaged populations of students, demonstrate much larger and more consistently positive achievement results than do rural charters.

2.3 Contributions of this Paper

We present the results of a charter school evaluation of a medium-sized U.S. state using a student matching methodology similar to the one used in the CREDO studies except that we match students 1:1 instead of 1:many to avoid the potential problem of bias raised in critiques of the CREDO approach. We discuss the extent to which our primary findings are consistent with the general patterns of charter school effects from the national studies reviewed above. Importantly, because several of the charter schools in our sample were oversubscribed and we have information on the waitlist population, we conduct sensitivity and robustness checks of our primary results using the waitlist samples, which address concerns of student selection bias.

Bifulco (2012) indicates that longitudinal student matching studies that include baseline test scores and geography as matching variables can produce effect estimates that are less than

---

3 The most salient criticism of the “Virtual Twin Matching” is that the use of a larger number of students in the comparison group in an estimation of achievement gains over time biases the charter effects estimates towards zero because the estimations are more precise on the comparison group side of the analysis than on the charter group side (Hoxby, 2009).
four percent different from those obtained through experimental analysis. We use Bifulco’s approach for our primary analysis (the TPS-Matching analysis) and for a robustness check in which we match charter students with students on charter waitlists (referred to as the Waitlist-Matching analysis throughout this paper). Matching within the population of students who sought entrance to charters essentially controls for parent motivation to seek charter schooling and thereby addresses the main threat to the internal validity of QED charter studies.

Furthermore, as we cannot verify the conduct and validity of the charter school lotteries performed in schools that we study, but we can confirm which students were eligible applicants and which students were left on the waitlist, we classify the experimental analysis of the charter effects as a “broken RCT” which could contain selection bias. Conducting a straightforward lottery analysis here, unfortunately, would not generate meaningful information on overall program impacts, because it would be based on a small subsample of students in “lottery grades” in a subsample of non-representative schools. However, because students on the waitlists did indeed apply for charter school admission but attended a traditional public school when they were not selected, we can use these students in the analysis to check the robustness of our general matching design. This student matching approach, within the pool of charter applicants, can address the issue of selection bias and increase internal validity. We now turn to a description of the data used for the analyses.

3. Data

The research team was provided de-identified student level data for a mid-sized U.S state, for years 2011-12 to 2013-14. Each ID was paired with information for each school year including the
student’s school attended, race/ethnicity, gender, free and reduced lunch status, English language learner status, special education status, and test scores for math and literacy.

The student test scores came from the state criterion referenced exams in both math and literacy. In this state, during the study period, assessments were taken by students in 3rd through 8th grade. We use the prior year test score as the baseline measure and compare outcomes of student achievement in math and literacy for 2012-13 and 2013-14. Scores are standardized within grade and school year.

This state includes both open enrollment charter schools and district-conversion charter schools. Conversion charters are formerly traditional public schools which later converted to charter, but remain under the purview of the local district. These conversion schools, while technically called charters in this state, are often the only public school available to a community serving particular grade levels. More importantly, only students living within district boundaries can attend these schools. Open enrollment charter schools, on the other hand, are created from scratch to be their own school district and are open to all students who apply, regardless of residence. These open enrollment charters are the types of schools that most researchers and observers are referring to when they study and debate the pros and cons of charter schools (Greene et al., 2005; Hanushek et al., 2006; Booker et al., 2007; Forman, 2010). As a result, our analyses here focus solely on the open enrollment charter schools in the state. Throughout this paper, “charter schools” refers exclusively to these open enrollment charters.

Charter students represent about 1.6% to 1.8% of all K-12 students statewide depending on the year (Table 1 below). Charter students’ share of total enrollment has increased over the two years covered by this study. Seventeen charter schools, feeder schools (the local TPS that students generally would have attended based on residence), for a total of approximately 5,500-7,000
charter and TPS students, in each of the two years, were included in each year of analysis of the TPS-Matching evaluation.4 Ten charter schools and approximately 2,500-3,200 students, respectively, were included in each year of analysis of the Waitlist-Matching robustness check.

The demographics of charter students differ in some observable ways from the state as a whole. Charter schools serve a smaller proportion of low-income students but a larger proportion of minority students.5 For the primary TPS-Matching analysis, the sample of minority students is proportionate to open enrollment charters statewide but has a lower proportion of low income students.6 Charter schools included in the Waitlist-Matching robustness check sample have greater proportions of minority students than the population of charters and students statewide.7 This is likely due to the fact that the pool of potential matches is much smaller and the oversubscribed schools tend to be in large metropolitan areas that serve more diverse student populations.

---

4 While there were 20 open enrollment charters in the state at this time, two schools with less than 15 matches for analysis were excluded. In addition, two schools that were part of the same system and shared the same campus were combined as one for analysis. Thus 17 start-up charter schools were included.
5 In further analyses, propensity score probabilities indicate that charter students were generally less likely to be designated free or reduced lunch or black, and more likely to have lower test scores. They were also somewhat more likely to be Asian, Hispanic, Native American, or female, however, likelihoods vary slightly by geographic region.
6 The TPS-Matching Analysis includes charter students in a region of the state which has a much smaller fraction of minority students and free and reduced lunch students. This region was not included in the Waitlist-Matching Analysis.
7 The matched group is slightly more low income and minority than the set of students in these charter schools.
Table 1. Student Demographics: Charter Students Compared to State, 2012-13 and 2013-14

<table>
<thead>
<tr>
<th></th>
<th>2012-13</th>
<th></th>
<th>Charter Students in TPS-Matching Analysis</th>
<th>Charter Students in Waitlist-Matching Analysis</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>State (All Students)</td>
<td>Open Enrollment Charter Students</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Enrollment</td>
<td>471,867</td>
<td>7,150</td>
<td>3,148</td>
<td>2,148</td>
</tr>
<tr>
<td>Charter as % of Total</td>
<td>1.5%</td>
<td>0.7%</td>
<td>0.5%</td>
<td>0.5%</td>
</tr>
<tr>
<td>FRL %</td>
<td>61%</td>
<td>57%</td>
<td>50%</td>
<td>52%</td>
</tr>
<tr>
<td>Minority %</td>
<td>36%</td>
<td>61%</td>
<td>60%</td>
<td>68%</td>
</tr>
<tr>
<td>N of Schools</td>
<td>930</td>
<td>17</td>
<td>17</td>
<td>10</td>
</tr>
<tr>
<td>2013-14</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Enrollment</td>
<td>474,995</td>
<td>8,393</td>
<td>4,012</td>
<td>2,669</td>
</tr>
<tr>
<td>Charter as % of Total</td>
<td>1.8%</td>
<td>0.8%</td>
<td>0.6%</td>
<td>0.6%</td>
</tr>
<tr>
<td>FRL %</td>
<td>61%</td>
<td>57%</td>
<td>54%</td>
<td>56%</td>
</tr>
<tr>
<td>Minority %</td>
<td>37%</td>
<td>63%</td>
<td>59%</td>
<td>71%</td>
</tr>
<tr>
<td>N of Schools</td>
<td>929</td>
<td>17</td>
<td>17</td>
<td>10</td>
</tr>
</tbody>
</table>

4. Methods

4.1 Quasi-Experimental Design

Our research questions are: 1) how well do charter students perform in math and literacy achievement relative to their traditional public school peers; and 2) do the robustness checks using charter waitlist students as comparison students generate similar results as did the broad-based charter-TPS student-matching design?

Both the primary TPS-Matching analysis and the Waitlist-Matching robustness check match each individual student attending a charter with a student who is not in a charter school. The goal is to create two sets of students that are as similar as possible on key characteristics: one in charter schools and the other in traditional public schools. Any differences will not be based on

---

*Charter students in the matching analyses only include those students in tested grades with prior year test scores.*
observable student characteristics (such as race, income, gender, or prior test scores) as matched twins are intentionally selected to be nearly identical on these characteristics. Students were re-matched the second year to account for movement between the groups.

Students are excluded from the analysis if they did not have test scores from both the baseline year and the outcome year. Thus, the results should be interpreted as the impacts for the matched student population, which may not generalize to the broader student population. We report single year estimates. In the TPS-Matching analysis 69-90% of students in tested grades were actually matched and for the Waitlist-Matching analysis 53-67% were actually matched.9

For the primary TPS-Matching analysis, the sample available for matching includes all charter and traditional public school students from the districts where the students would have attended had they not been admitted to a charter school. However, we were unable to match many charter students to comparison students one-to-one. Charter students whom we were not able to match were not included in the analysis.10

Despite the similarity in observable characteristics between the charter students and the comparison students, these students could still differ on one fundamental unobservable attribute – the motivation, due to positive or negative traits or past experiences, to seek out a seat in a charter school. Our Waitlist-Matching analysis, which matches charter students only to their peers on charter waitlists, overcomes this shortcoming.

---

9 Matched students in the TPS-Matching analysis account for 36-42% of all open enrollment charter students and 16-19% of open enrollment charter students are matched in the Waitlist-Matching analysis. The main reason for this sample limitation is the matching requirements. Each student in the study must have test scores from both the baseline test year and the outcome year. Nevertheless, as Table 1 shows, the various samples are quite similar on all observable measures.

10 The matched student population includes more minority students and free and reduced lunch students than the broader charter student population.
For the robustness check using the Waitlist-Matching analysis, the sample consists of all charter students in the geographic area of the oversubscribed schools and all waitlist students.\textsuperscript{11} Most oversubscribed schools fall within a central urban metropolitan area, and one is located in a rural area. All charter schools in these areas are included in the analysis as treatment schools, whether or not they allotted any open seats in the previous year using a lottery. Of the 17 charters in the primary TPS-Matching analysis, only 10 charter schools are located in geographic regions with oversubscribed schools with waitlists; thus, only these schools were included in the Waitlist-Matching analysis. Therefore, matched comparison students are similar in that they applied to a charter school in that geographic area, but comparison students did not necessarily apply to the same charter school that their treatment group-match is attending.

For greater comparability of results, we examine whether we can replicate results with these two different matching methods. It is important to note that the overall sample in the primary TPS-Matching design is larger than the robustness check waitlist sample. To have an apples to apples comparison of the methods, we restrict the sample of the TPS-Matching analysis to include the same 10 schools that were used in the Waitlist-Matching analysis. Thus, when we compare results of each method, we are sure to analyze the same sub-sample of students. As we may be concerned that by restricting the full TPS-Matching sample we may be excluding very different types of schools, we examine the baseline characteristics below of the schools included (see Table 2).

\textsuperscript{11} It is possible that traditional public school students matched in the primary matching analysis (TPS-Matching) may have been re-matched in the secondary analysis (Waitlist-Matching) as they were enrolled in traditional public schools. The samples may not be mutually exclusive. However, it is also possible that charter students not matched in the primary analysis were matched in the secondary analysis as waitlist students may have included those outside the feeder districts.
4.2 Matching Method

Students who have received the “treatment” of being in the charter school are matched to comparison students on observable characteristics from the previous school year using a multi-step matching procedure. To account for movement between the groups students were re-matched the second year, therefore, students were matched based on 2011-12 test scores when evaluating 2012-13 and students were matched based on 2012-13 when evaluating 2013-14. This identical process is used for both the primary TPS-Matching analysis and the robustness check using the Waitlist-Matching analysis:

**Matching Process (Conducted Separately for Math and Literacy)**

1. Students are first matched with a student in the same grade in both the outcome year and baseline or matching year (always the year before).

2. For the math and literacy analyses, separately, all students are matched based on previous year scores on the same subject test, rounded to the nearest 0.01 z-score unit. The other subject test score is used as part of the propensity score in step 4 (below), as having a matched test score in the same subject is more relevant for controlling for prior performance. Therefore, the math analysis matches first on math examination scores and later factors in literacy scores, while the literacy analysis matches first on literacy examination scores and later factors in math scores.

3. A propensity score is then created using free and reduced lunch (FRL) status, race/ethnicity (African-American, Asian-American or Pacific Islander, Hispanic-American, Native American, White, or “Two or more races”), gender, and the “other” test score (literacy for the math analysis and math for the literacy analysis).
4. Finally, all matches are based on guaranteeing exact matches from step 1 and 2, and the closest available propensity score match from step 3.\footnote{For some of the analysis, we had to replace the original matched groups with broader matches in order to have a large enough sample of students. Broader matches were accomplished by relaxing the degree of similarity of the baseline test score for the two students.}

4.3 Analytic Samples

For greater clarity, we define the analytic samples used for these analyses. The primary TPS-Matching Analysis includes charter school students matched to traditional public school students in districts where the charter students would have attended had they not been admitted to a charter school. Seventeen charter schools are included in this analysis. As a robustness check, the Waitlist-Matching Analysis includes charter schools in the geographic area of the oversubscribed schools (with reported waitlists in 2012-13) matched to TPS applicants that were not admitted to charters. Ten charter schools are included in this analysis. We refer to this as the Restricted TPS-Matching sample. Finally, as an additional robustness check, in the Applicant (Descriptive) Model, we include all charter admitted students and all non-admitted waitlist students for 2012-13 without matching, thereby using the same 10 schools used in the Waitlist-Matching analysis and all of the waitlist information. The main results we present focus on the overall samples used in the TPS-Matching. We then compare these results to the results from the robustness check that compares the same schools in the Restricted TPS-Matching and the Waitlist-Matching, and the robustness check of the Applicant (descriptive) model. All sets of results are presented in the Findings section that follows.

We conducted baseline equivalency analyses to test how similar the matched groups were to each other (Table 2). P-values below 0.05 indicate statistically significant differences that might
raise concerns about the comparability of our samples in terms of observable characteristics. For the primary TPS-Matching analysis in math, one of six comparisons between the matched groups revealed a statistically significant difference (the percent FRL was higher in the TPS group). For literacy, one of seven differences was statistically significant (the percent FRL was higher in the TPS group). For the robustness check which includes the Restricted TPS-Matching sample in math, one of six differences was statistically significant (baseline scores in literacy were lower in the charter group). For literacy, two of seven comparisons revealed statistically significant differences (percent FRL was higher in the TPS group but percent minority was higher in the charter group). For the robustness check that uses the Waitlist-Matching sample in math, one of seven comparisons revealed a statistically significant difference (baseline literacy lower for the charter group) and in literacy none of the five differences were statistically significant.

Table 2. Baseline Equivalency for All Samples in Two Matching Designs for Math and Literacy Exams, 2011-13

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Number of Observations</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
</tr>
<tr>
<td>Tested Grades</td>
<td>4-8</td>
<td>-</td>
<td>4-8</td>
<td>-</td>
</tr>
<tr>
<td>Prior Year Math Z-Score</td>
<td>-0.14</td>
<td>-0.05</td>
<td>-0.11</td>
<td>-0.09</td>
</tr>
<tr>
<td>Prior Year Literacy Z-Score</td>
<td>-0.03</td>
<td>0.01</td>
<td>0.02</td>
<td>0.03</td>
</tr>
<tr>
<td>% FRL</td>
<td>0.50</td>
<td>0.61</td>
<td>0.48</td>
<td>0.56</td>
</tr>
<tr>
<td>% Minority</td>
<td>0.57</td>
<td>0.55</td>
<td>0.57</td>
<td>0.57</td>
</tr>
<tr>
<td>% Female</td>
<td>0.51</td>
<td>0.50</td>
<td>0.51</td>
<td>0.50</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Number of Observations</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
<td>Charter TPS Difference</td>
</tr>
<tr>
<td>Tested Grades</td>
<td>4-8</td>
<td>-</td>
<td>4-8</td>
<td>-</td>
</tr>
<tr>
<td>Prior Year Math Z-Score</td>
<td>-0.17</td>
<td>-0.07</td>
<td>-0.13</td>
<td>-0.12</td>
</tr>
<tr>
<td>Prior Year Literacy Z-Score</td>
<td>-0.05</td>
<td>-0.06</td>
<td>0.01</td>
<td>0.01</td>
</tr>
<tr>
<td>% FRL</td>
<td>0.50</td>
<td>0.55</td>
<td>0.54</td>
<td>0.58</td>
</tr>
<tr>
<td>% Minority</td>
<td>0.65</td>
<td>0.66</td>
<td>0.65</td>
<td>0.63</td>
</tr>
<tr>
<td>% Female</td>
<td>0.51</td>
<td>0.50</td>
<td>0.52</td>
<td>0.50</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Number of Observations</td>
<td>Charter Waitlist Difference</td>
<td>Charter Waitlist Difference</td>
<td>Charter Waitlist Difference</td>
<td>Charter Waitlist Difference</td>
</tr>
<tr>
<td>Tested Grades</td>
<td>4-8</td>
<td>-</td>
<td>4-8</td>
<td>-</td>
</tr>
<tr>
<td>Prior Year Math Z-Score</td>
<td>-0.16</td>
<td>-0.09</td>
<td>-0.11</td>
<td>-0.11</td>
</tr>
<tr>
<td>Prior Year Literacy Z-Score</td>
<td>-0.02</td>
<td>-0.07</td>
<td>0.05</td>
<td>0.06</td>
</tr>
<tr>
<td>% FRL</td>
<td>0.53</td>
<td>0.57</td>
<td>0.52</td>
<td>0.51</td>
</tr>
<tr>
<td>% Minority</td>
<td>0.64</td>
<td>0.67</td>
<td>0.62</td>
<td>0.61</td>
</tr>
<tr>
<td>% Female</td>
<td>0.49</td>
<td>0.50</td>
<td>0.52</td>
<td>0.52</td>
</tr>
</tbody>
</table>

Note: *** p<0.01, ** p<0.05, * p<0.1
These summary statistics show that we were able to match our samples on most characteristics, though in some of the samples charter students were somewhat more economically disadvantaged and tended to perform slightly lower in literacy at baseline (these differences in baseline literacy scores were only evident in analyses of math scores). Recall, as well, that characteristics such as FRL-eligibility and race were included in the propensity score, so we would not necessarily expect 1:1 matches on each characteristic, particularly if they were not strong predictors of charter school attendance. Importantly, our regressions, which control for these characteristics, account for the small differences observed in these matching variables so they will not introduce bias into the analysis. By comparing estimates based on the same populations of schools but produced by different matching methods, we can determine if our conclusions are sensitive to these shortcomings in our samples or strategies.

4.4 Regression Model

Restricting the samples to our sets of matches, we then conduct Ordinary Least Squares (OLS) regression analysis to assess how much of the academic growth for students can be attributed to attending charter schools. We use heteroskedastic-robust standard errors (Angrist & Pischke, 2009; White, 1980). The same regression model was used for all analyses.

OLS Regression Model.

\[ y_{it} = \beta_0 + \beta_1 \text{charter}_{it} + \beta_2 \theta_{it-1} + \beta_3 X_{it-1} + \beta_4 \delta_{it} + \epsilon_{it} \]  

Where,
\( y_{it} \) represents a given outcome of interest (math or literacy achievement) for student \( i \) in time \( t \),
\( \text{charter}_{it} \) is an indicator for charter school treatment,
\( \theta_{it-1} \) represents controls for prior year test scores (both math and literacy achievement),
\( X_{it-1} \) represents controls for student baseline characteristics (gender, race, FRL status),
\( \delta_{it} \) represents control for switched schools, and 
\( \varepsilon_{it} \) represents the error term.

Our regression analyses statistically control for any minor differences in demographic characteristics.

4.5 Robustness Checks

To take advantage of all of the information provided by the waitlist, we conduct robustness checks in two different ways - one quasi-experimental, the other observational. First, we match charter students in the geographic area of the oversubscribed schools with all waitlist students for the Waitlist-Matching analysis. Second, we use the full sub-sample of charter and waitlist students \textit{without matching}, and run an OLS regression where we control for prior achievement, student characteristics, and schools for which students applied. As this model includes all students who applied to these charter schools (those attending and those on the waitlist), we refer to this as the “Applicant” (descriptive) model.

Results of the primary TPS-Matching model(s), and the Waitlist-Matching and Applicant robustness check models are reported together in the following section.

5. Findings

Our objective in this study was to answer the following questions:

(1) Are charters more effective than traditional public schools in this state?

(2) Should we believe these results? Does our strategy of using waitlist students as the comparison population yield similar results as does a more broad-based “matching study” comparing charter students to similar students in TPS schools?
5.1 Overall and Subgroup Results

The academic impacts represented in Table 3 indicate that, for all 17 open enrollment charter schools in this analysis, students in public charter schools, on average, demonstrated positive and statistically significant impacts of 0.09 standard deviations on math scores and 0.07 standard deviations on literacy scores, in 2012-13. In 2013-14, we find no clear effect of attending a charter school on math scores, while there was a negative and statistically significant impact of -0.03 standard deviations on literacy scores.
We examine a subgroup of charter schools by level of poverty, defined by the State average, for both math and literacy outcomes. Low-income schools are defined those with percentages of free and reduced lunch students that are greater than or equal to the state average of 61%; high-income schools are the remaining schools. These groups were based on the charter school’s overall enrollment, not necessarily the students that were actually matched. This subgroup is particularly relevant considering that open enrollment charter schools are designed as
a method of public school choice for students who may not be able to afford private schools or other options.

In math, we find positive and significant effects for both low and high income populations with a greater impact for low-income students in 2012-13. The effect on math scores of low-income students is 0.15 standard deviations and the effect on high-income students is about 0.05 standard deviations. For 2013-14, the effects are small and insignificant. In literacy, we find similar results for both years with positive and significant results that are larger for low-income populations. In 2012-13, the effect on literacy scores of low-income students is 0.13 standard deviations and in 2013-14 it is 0.06 standard deviations.

5.2 Model Comparisons

To assess the extent to which we should have confidence that our quasi-experimental matching design using all TPS students as the comparison group is internally valid (in the face of self-selection into charter schools), we can compare the results from this method to one in which we only match to charter school applicants. Thus, we restrict the primary TPS-Matching analysis sample to the same schools included in the Waitlist-Matching and Applicant analyses for comparison. If the results of the Restricted TPS-Matching sample provide similar estimates to those of the Waitlist-Matching, this convergence of the results of the primary TPS-Matching analysis enhances our confidence that our matching strategy is not significantly threatened by self-selection.

In the Restricted TPS-Matching analysis, in Table 4, we see the same results for 2012-13 as those found in the primary full TPS-Matching sample, with statistically significant impacts of
0.09 standard deviations in math and 0.07 standard deviations in literacy. For 2013-14, we find statistically significant impacts on both math and literacy scores of 0.03 standard deviations.

Table 4. Robustness Checks: Charter Effect by Assessment, Model Comparisons, 2012-14

<table>
<thead>
<tr>
<th></th>
<th>2012-13</th>
<th></th>
<th></th>
<th>2013-14</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>N of Schools</td>
<td>TPS- Matching (Restricted)</td>
<td>Waitlist-Matching</td>
<td>Applicant</td>
<td>TPS- Matching (Restricted)</td>
<td>Waitlist-Matching</td>
</tr>
<tr>
<td>Model</td>
<td>10</td>
<td>10</td>
<td>10</td>
<td>10</td>
<td>10</td>
<td>10</td>
</tr>
<tr>
<td>MATH</td>
<td>Charter Effect</td>
<td>0.09 ***</td>
<td>0.05 **</td>
<td>0.11 ***</td>
<td>0.03 *</td>
<td>0.02</td>
</tr>
<tr>
<td></td>
<td>Treatment n=</td>
<td>2266</td>
<td>1257</td>
<td>1838</td>
<td>2378</td>
<td>1428</td>
</tr>
<tr>
<td></td>
<td>N=</td>
<td>4532</td>
<td>2514</td>
<td>3527</td>
<td>4756</td>
<td>2856</td>
</tr>
<tr>
<td>LITERACY</td>
<td>Charter Effect</td>
<td>0.07 ***</td>
<td>0.04 **</td>
<td>0.06 ***</td>
<td>0.03 **</td>
<td>0.01</td>
</tr>
<tr>
<td></td>
<td>Treatment n=</td>
<td>2235</td>
<td>1422</td>
<td>1838</td>
<td>2281</td>
<td>1569</td>
</tr>
<tr>
<td></td>
<td>N=</td>
<td>4470</td>
<td>2844</td>
<td>3527</td>
<td>4562</td>
<td>3138</td>
</tr>
<tr>
<td>Control for prior reading/math tests</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>Control for student characteristics</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>Control for school applied</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>Control for school switchers</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
</tr>
</tbody>
</table>

*p<0.10, **p<0.05, ***p<0.01

Note: Preliminary statistical tests suggest that when the same ten schools are used in the samples, the results from various models (TPS-Matching (Restricted), Waitlist-Matching, and Applicant) provide similar results. In only two out of 12 comparisons, were the estimated effects statistically different. This gives us greater confidence in support of the findings of the larger TPS-Matching model results.

Comparing the results of the Restricted TPS-Matching analysis to the findings from the robustness check using the Waitlist-Matching analysis, we find similar results with statistically significant impacts for math (0.05 s.d.) and literacy (0.04 s.d.) in 2012-13. For 2013-14, we find no significant effects for math or literacy. This gives us greater confidence in the results of the primary full TPS-Matching analysis.
Examining the robustness check using the Applicant (descriptive) model analysis, we see that this analysis also appears to support the findings of both matching analyses. For 2012-13, we see positive and statistically significant impacts in math of 0.11 standard deviations, and 0.06 standard deviations in literacy. For 2013-14, we find no clear effects in math, but positive and significant effects in literacy of 0.04 standard deviations. The magnitudes and signs of these effects are quite similar to those found in the traditional matching method we used for the study of the full state. Thus, we believe that it is possible to use information from “imperfect” lotteries to test the robustness of broader analyses using standard quasi-experimental designs.

In fact, we do find that both the robustness checks, the Waitlist-Matching and the Applicant (descriptive) analyses, provided similar estimates to the primary TPS-Matching analysis results in most instances.

6. Discussion

This study sought to estimate the academic impacts of charter schools in a medium-sized state for the 2012-13 to 2013-14 school years. Initially, we hoped to assess the effectiveness of charter schools in the state using a lottery-based, experimental design. However, due to all of the circumstances and limitations described throughout this paper, we were not able to draw firm conclusions about oversubscribed open enrollment charter schools through a Randomized Control Trial (RCT) analysis. Given the data available, the quasi-experimental model seems to be a stronger form of analysis available to us. Using a careful student matching method, charter students in each school were matched with similar students in their feeder districts in each of these years in the primary TPS-Matching analysis.
Reasonable conclusions that can be drawn from this study are that charters across the state, and particularly in vibrant charter markets with waitlists (where at least some charters are oversubscribed), have a modest positive effect on student test scores in math and literacy, however, this finding is not consistent over both years of the analysis. The school year 2012-13 appeared to be the strongest year for charter school performance, compared to 2013-14. Effects for both math and literacy appear to be positive and somewhat larger for low-income populations. Perhaps more interesting is the opportunity to check these results against a method that addresses self-selection.

While this analysis does provide some information on charter school effectiveness in a single state, the more important contribution may be our attempt to make use of imperfect lotteries. As we have noted at length, even in the cases of oversubscribed charter schools, clean lottery studies of the impacts of full schools will be difficult to conduct in most environments. It may be possible to salvage “broken” lotteries using a combination of quasi-experimental methods to provide robust estimates using data from oversubscribed schools. What we find here is encouraging. Because traditional matching models do a good job of ensuring baseline equivalence on observables, the big concern is that charter and traditional students differ on unobservable characteristics due to student self-selection into charters. With robustness checks that employ charter waitlists – even from imperfect lotteries – to address concerns of self-selection, researchers can test the validity of the conclusions drawn from traditional matching models, which can be conducted in far more contexts than lotteries can.

13 Further analyses, not included here, indicate that the positive results in 2012-13 are primarily driven by particular schools (newer schools, schools with waitlists, schools in the urban metropolitan area, and schools serving less well-off students).
In the case of this analysis, the robustness checks generated similar results as did the main models and thus increased our confidence in the validity of our findings. This is important as it may be necessary to employ quasi-experimental designs in evaluations of most charters as clean RCTs are hard to find. We recommend using multiple methods to assess how strong the effects of self-selection may be.

Researchers should continue to analyze the academic impacts of public charter schools. One of the most celebrated aspects of charter schools is that they are held accountable for their outcomes. This current evaluation seeks to add to that accountability and provide a means of checking the robustness of results found in the primary TPS-Matching analysis. In doing so, we have increased confidence in our traditional matching strategies as our waitlist analyses have generated similar findings. While academic impacts do not encompass the entire mission of a charter school, or any school, these results help provide information on the performance of public charter schools.
References


